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Abstract

We explore here the potential advantages and disadvantages of digital analysis of texts 
for work in integrated HPS. The scope, completeness, reliability, and transparency of 
these kinds of approaches make them prima facie extremely useful for precisely the 
kinds of analytic questions that integrated HPS is concerned with. As a toy example, we 
explore the last forty years of development in the field of cultural evolution, paralleling 
and expanding upon an analysis performed by Youngblood and Lahti (2008). We 
consider the ways in which digital methods can shed light on the authors of papers in 
this field, the journals in which they are published, and the content of the papers 
themselves. Throughout, our central focus is the use of these tools, their putative 
advantages as well as disadvantages, and especially the subjective choices that 
researchers need to make in order to apply these methods. Digital analysis is not, we 
emphasize, a matter of “reading off” conclusions directly from the data. We conclude by 
offering some tips for cases in which it might be particularly difficult to use digital tools, in 
the hopes of helping colleagues avoid some potential pitfalls.

Keywords: digital humanities, bibliometrics, textual analysis, authorship, journal 
publication, impact factor, topic modeling, visualization

1. Introduction

The work of historians and philosophers of science is multi-faceted, and can run 
the gamut from detailed micro-historical reconstructions of particular episodes in 
the history of science to the development of highly abstract theoretical models of 
the construction and justification of scientific knowledge. Integrating history and 
philosophy of science is likewise a highly diverse endeavor, as this volume 
clearly demonstrates. But there is at least one place where the studies 
represented by these two extremes tend to (indeed, must) intersect: in the 
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application of those theories to particular historical cases, or in the generalization 
of historical trends for the purposes of proposing novel theories. In short, passing 
from historical particulars about the actual course of science to philosophical 
generalizations about how science functions (and vice versa) often bears some 
resemblance to the “testing” of those general “hypotheses” by means of historical 
“data” (cf. Mizrahi 2020).

If such a methodology is, at least sometimes, at work in integrated HPS, this 
poses a number of obvious questions. Let’s zoom in on one of them. What “data” 
are supposed to be relevant to confirming or refuting the hypotheses that 
philosophers and historians might generate? Of course, an important part of the 
answer to this question lies in the traditional methodologies of the history of 
science: consultation of archives, analysis of primary source materials, 
reconstruction of correspondence, examination of scientific instruments and other 
objects of material culture, and so on.

Another source of such data derives from another of the products of the scientific 
process: scientific publications. Close reading of scientific books and articles has, 
undeniably, long been one of the central tools in both the history and the 
philosophy of science, even if neither tradition has bequeathed us much clarity 
about the nature of those publications and the role that they play in scientific 
practice (Lean, Rivelli, and Pence 2023). Furthermore, and importantly for our 
purposes here, these texts are amenable not only to close reading, but to 
automated, digital analyses.1

In this chapter, we will explore how these methods might be amenable to 
exploring the scientific literature in a way that could assist HPS scholars in their 
efforts. It is not our goal to be unreservedly laudatory – digital methods have both 
clear advantages and clear disadvantages, which will be the topic of the 
remainder of this first section. In the next section, we will turn to the presentation 
of a rough case study from our own active work – on the study of cultural 
evolution – and show what questions we believe can be tackled with the tools of 
the digital humanities. Throughout, it is our goal to underline the points at which 
researchers must make subjective choices, emphasizing the conclusion that 
digital methods are not simply reading off “objective” facts from the literature. 
Finally, we close with a conclusion that offers some practical advice for those 
interested in using these tools.

1 Many HPS researchers have taken such a “digital turn.” See the following work for examples:  
Claveau et al. (2020); Claveau & Gingras (2016); Malaterre et al. (2019, 2020); Malaterre & 
Lareau (2025); Malaterre & Léonard (2023); Pence (2022); Pence & Ramsey (2018); Ramsey & 
De Block (2022); Truc (2022); Truc et al. (2023); Zou & Laubichler (2017, 2018).



We should make clear at the outset that the aim of our chapter is not to present a 
finished analysis of the literature in cultural evolution. Such an analysis would 
require extensive further refinement, close reading, and justification of the 
conclusions drawn, none of which we have the space to pursue in the context of 
a how-to chapter in a handbook such as this one. Instead, we present this case 
study as illustrative of, first, the kinds of research questions that one might 
attempt to answer using these tools, and second – and more importantly, we 
believe – as illustrative of the kinds of problems, challenges, and choices that 
have to be made in order to generate conclusions using digital tools.

We also hope that this will help to avoid another problem that readers interested 
in digital tools will invariably encounter. Any presentation of methodology in this 
field is doomed to be out of date as soon as it is submitted (even in the time 
between submission and revision of this chapter, we have slightly modified our 
own standard methodological choices). Canvassing examples of analyses in the 
field, as well, will be likely to lead readers to a catalog of out-of-date methods. 
For this reason, we have tried to move detailed, technical discussion of the tools 
that we used to the chapter’s Supplementary Material,2 and to focus in the 
presentation in the chapter on a general approach that might prove useful even 
as the technical landscape evolves in the future. Throughout the chapter, when 
we signal the “decision points” at which difficult interpretative choices must be 
made, we attempt to signal precisely these issues that will affect a number of 
potential digital projects.

1.1. Advantages and Disadvantages of Digital Analysis

As already noted, we have no intention to argue that digital methods are a 
panacea, suitable for improving the quality of literally any project in HPS – or, 
worse, that they might be capable of eventually replacing close reading. On the 
contrary, digital analyses of the literature constitute a tool that can supplement 
our traditional historical and philosophical methods (sometimes, to be sure, 
giving us the ability to move beyond what would have been possible in their 
absence), in particular contexts, when applied to particular research questions.

Several philosophers interested in advocating for digital tools have considered 
the ways in which they might surpass traditional methods like close reading. 
Carefully evaluating these advantages is important – it’s important both that we 
don’t overstate them and that we have a good understanding of when and why 
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we can obtain them. We can begin with a recent book by Eugenio Petrovich, who 
points out six. First, quantitative methods might be used to “overcome human 
cognitive limits” (Petrovich 2024, p. 264). There are only so many articles that a 
scholar can possibly read in a reasonable period of time; these tools let us build 
corpora that can go well beyond such limits and still manage to extract insights 
from them.

Second, “quantitative methods can justify generalizations” that could not be 
justified by the analysis of a smaller number of documents (Petrovich 2024, p. 
265). Third, such analyses can be “more comprehensive, widening the scope” of 
our work to the entirety of a community (rather than just the major or well-known 
figures), and ensuring that smaller actors are not left aside (Petrovich 2024, p. 
265). These last two advantages are echoed by Kaiser et al. (2025), who 
describe digital analyses as guaranteeing the representativity of the conclusions 
that we draw, assured by the careful selection of large corpora, and producing a 
kind of systematicity that is often lacking from traditional methods. This question 
of representativeness is particularly important, we claim, in the context of HPS, 
as we struggle with historiographical demands for inclusiveness, representation, 
and the transcending of “Great Man” narratives.

Fourth, digital analyses are taken to be “more reliable than traditional 
classifications made by human experts” (Petrovich 2024, p. 265).3 There are 
several reasons this might be so – they might be less biased by subjective 
choices (though, as we will be at pains to emphasize in the next section, this 
claim is somewhat dubious, given the number of researcher choices that have to 
be made for most analyses to be performed), or because the use of multiple 
methods that converge on the same result gives that result a kind of robustness 
(Kaiser et al., 2025).

Fifth, and finally, both Petrovich (2024, p. 265) and Kaiser et al. (2025) note that 
the transparency of digital methods could potentially lead them to be more 
trustworthy than traditional methods. Reproducible methodologies allow for a 
kind of inspection and comprehension of the steps in an analysis that is difficult, if 
not impossible, for close reading. These abstract considerations are useful, but 
examining the real potential of these tools is something best done in dialogue 
with a concrete example, to which we now turn.

3 A claim that is supported empirically, at least for certain tasks. See, for example, Do et al. 
(2022).

https://www.zotero.org/google-docs/?63vaA5
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2. An Example: Studying Cultural Evolution

To see what we might be able to do with these tools for the purposes of HPS, it’s 
easiest to consider an example, which we will draw from current work in 
preparation in our group.4 The domain of cultural evolution studies can be 
roughly defined as the result of “the application of Darwinian evolutionary 
concepts and methods” to a variety of “elements of culture (for example, 
technology, language and religion)” (Brewer et al. 2017, p. 1) – in short, what 
happens when we apply the theory of evolution to cultural changes over time? 
But within this unity there lies a wide array of diverse perspectives – at the very 
least, disciplinary approaches arising from evolutionary biology, psychology, 
anthropology, medicine, and the humanities are all importantly represented there.

Cultural evolution is therefore a somewhat unruly domain. It is difficult to 
precisely circumscribe the field itself, given its interdisciplinary nature. It offers 
deep conceptual and philosophical challenges – a recent literature survey noted 
that “the various approaches of cultural evolutionists, especially in different 
disciplines, can carry with them different working hypotheses, or even explicit or 
implicit assumptions that are not shared across research communities” 
(Youngblood and Lahti 2018, p. 2). What’s more, demands for philosophical 
reflection to help us respond to these challenges have recently been explicitly 
made by practitioners. A survey designed to identify “grand challenges” for the 
field picked out “knowledge synthesis” as (by far) the single most important 
problem for the field to resolve in the near future (Brewer et al. 2017, pp. 1–2). 
(Not far behind came the definition of “culture” and a general challenge titled 
“theory.”)

Intervention in HPS to better understand the past and present of concepts in 
cultural evolution requires that we understand exactly what the field in question 
is. How are its various practitioners related to one another? How does knowledge 
flow between various conceptual, geographic, or disciplinary groups? Where is 
cultural evolution research published, and which papers are particularly 
important? All these are questions that could conceivably be explored by digital 
approaches, to various extents and in various ways. Cultural evolution is thus a 
field ripe for the use of digital analyses.

4 This work has been prepared with Ryan Nichols, who did not contribute to this chapter/these 
analyses, but who has been instrumental in the broader project. The source code, models, and 
data for this project (as much as possible, consistent with copyright and data access 
agreements), are available online at (INSERT DOI AFTER REVIEW PROCESS).



To demonstrate how this might work, we will pursue here the basic outlines of a 
replication study: reproducing the digital literature survey by Youngblood and 
Lahti (2018) that we mentioned just above. This survey took a representative 
sample of literature in cultural evolution (about which more in a moment), and 
analyzed the structure of collaboration and co-authorship that it contained. Their 
results tentatively demonstrate that cultural evolution indeed has a deeply 
fragmented structure, appearing to separate fairly cleanly into sub-groups 
associated with topics like mathematical modeling and dual-inheritance theory, 
the study of birdsong and behavioral ecology, and evolutionary psychology, 
among others.

Replicating their study will allow us, first, to see what kinds of tools led them to 
such conclusions, and to better understand their grounds for asserting them. It 
will also, we hope, be illustrative of the difficulty of pursuing such replication 
studies: as we discuss both here and more fully in the Supplementary Material 
(especially Section S.1), such replications are by no means straightforward, a 
point which speaks to the idea that any longitudinal, digital view into a field will 
necessarily be a partial one.

2.1. Preparing the Corpus

Of course, to perform a digital analysis of the scientific literature, the first thing 
that we need to do is select and obtain a corpus of documents and their 
metadata.

Decision Point: Corpus construction is a fraught moment in any 
digital project. This step is time-intensive, both conceptually and 
practically, and thus is often underestimated by newcomers to 
digital tools. Clear rules should be established for what is “in” and 
“out” of the corpus, to avoid cherry-picking or manipulation of 
results. At the same time, one must be careful to consider the 
relationship between the research question and the corpus. To be 
sure, one wants a corpus which is “representative” of the field 
under evaluation. But what “representative” means depends on the 
question to be answered: it will be different, for instance, if one is 
looking only at a central trend, a major figure, or a key theory, as 
opposed to a study of the flow of knowledge from the center to the 
periphery, or of obscure or “marginal” figures. Inclusion rules for the 
corpus that are too restrictive will make its size too small (a worry in 



the present case study), while rules that are too loose will lead to a 
project that is impossible to realize.

As noted above, for this case study we will perform a replication of a recently 
published bibliometric analysis of cultural evolution (Youngblood and Lahti 
2018).5 Our analysis will thus inherit any strengths and weaknesses of their 
method for selecting documents. To build their corpus, Youngblood and Lahti did 
a term search for the query “cultural evolution” in the Web of Science “topic” field, 
which searches for keywords in title, abstract, authors’ keywords, and “keywords 
plus.”6 We then reproduced this search, for articles through 2022, instead of 
2017.7 We obtained all of the metadata from Web of Science, via the 
Observatoire des sciences et des technologies (OST), hosted at the Université 
du Québec à Montréal.8

Decision Point: There are three main sources of data for this kind 
of analysis: Web of Science (Clarivate), Scopus (Elsevier) and 
Dimensions (Nature). All of these offer limited access to their data 
and are quite expensive. Other options exist, but offer a less 
complete picture, such as OpenAlex (which is rapidly growing), 
PLOS ONE, or PubMed Central. Depending on your needs, some 
of the open-access databases will be more than enough, and 
perhaps even better in some cases (e.g., PLOS ONE offers highly 
structured textual data; PubMed documents are assigned curated 
keywords from a controlled and hierarchically-organized vocabulary 
called “Medical Subject Headings”). But for analysis “at the scale of 
science,” Web of Science, Scopus and Dimensions, for now, have 
some advantages.9

5 Repeating analyses using existing corpora is common in bibliometrics. While a bit crude (and 
potentially problematic), it offers some advantages. First, it enables replicability, by allowing 
analysis of the same data used by others. Second, and particularly interesting for historical study, 
it allows building on past analysis as more data are collected. Third, it formalizes data collection 
as a method in itself that can be reused, analyzed, revised and criticized, hence promoting 
communal research development. 
6 Keywords Plus are generated by Clarivate, by extracting terms that frequently appear in the 
titles of an article's references. One might certainly be skeptical of the choice to search for a 
single phrase as a criterion for selecting documents; indeed, in our own further work we add a 
broader assortment of keywords and key phrases in addition to “cultural evolution.”
7 A delay of several years prior to the most recent articles selected is common in these kinds of 
analyses, as it takes articles at least two to three years to accumulate citations.
8 This database is available for research purposes via bilateral agreement. For a more detailed 
comparison of the dataset that resulted with the original dataset of Youngblood and Lahti, see 
Section S.1 of the supplementary material.
9 See Alperin et al. (2024) for a comparison of OpenAlex and Scopus and Singh et al. (2021) for a 
comparison of Web of Science, Scopus and Dimensions’ journal coverage.



In order to supplement this data with the full text of journal articles for textual 
analysis, we downloaded the PDFs of each of these articles using our 
institutional access and extracted the text from them. In several cases where that 
text was not available, we performed optical character recognition (OCR) using 
the latest version of the Tesseract OCR system (https://tesseract-ocr.github.io/). 
Summary statistics for the corpus that was obtained are provided in Table 1, and 
a graph of the number of documents in the corpus over time can be found in 
Figure 1. Note that we were only able to obtain full-text for 56% of the articles 
that were returned in the Web of Science search; this is not an uncommon 
problem, as access to text is mediated by what has already been digitized and 
what is available through institutional or library agreements.

Decision Point: The format of the full-text data that is available 
(and whether that data is available under licensing or copyright 
agreements with the researcher’s university) should also be taken 
into account when building the corpus. Many journals are available 
only in PDF, which means that OCR must be used (and that the 
text will inevitably contain errors). Some, however, are also 
available in XML or HTML formats that contain a perfect, “native 
digital” version of the article text. Using some articles in HTML/XML 
and some in PDF, however, runs the risk of introducing a poorly 
understood source of error. In this study, we chose to use all 
articles in PDF format, as in this case at least OCR error would be 
evenly distributed across the corpus.

Corpus Parameter10 Value

total number of hits for WoS search 2,817

after removing duplicates and confirming DOIs 2,418

(unavailable documents) (812)

number of documents with full-text available11 1,589

number of tokens 8,590,770

10 A “token” is any instance of a word; these statistics count only nouns, verbs, adjectives, 
adverbs, and proper names of three letters or longer. A “type” is any unique token.
11 This number comprises papers with a PDF which we were able to collect, from which we were 
able to extract text, and which had non-empty text.

https://tesseract-ocr.github.io/


number of types 92,545

Table 1. Summary statistics for the corpus that is used in all the analyses 
presented here.

Figure 1. The number of documents published per year in the corpus and their 
document type.

Decision Point: Data collection is an arduous task, which often 
implies that the final dataset gathered will be smaller than 
expected. The marginal cost of gathering further documents is often 
quite high, as further PDFs might need to be searched one by one, 
or scanned from paper copies. A narrow search thus might produce 
a smaller than expected dataset, and choices (which will need to be 
defended to peer reviewers) need to be made about what corpus is 
considered “complete enough” and their potential biases need to be 
explored (e.g., if the articles excluded come only from lesser-known 
journals). The nature of missing documents also needs to be 
considered in the interpretation of the results. Characterizing them 
(e.g., are they low-visibility? not written in English?) can sometimes 
provide relevant information about the strength of the inferences 
made using the corpus. For example, the production “at the 
margins” of a field is less important for characterizing the field as a 
whole. On the other hand, if the focus is on the less visible parts of 
science (e.g., atypical scientific products, the margins of the 
discipline, etc.), the missing documents might contain relevant 
signal for answering the research question. This must be 
investigated case by case.



Analysis of these documents can take place at a variety of different levels, 
focusing on different objects of analysis. In the three sections that follow, we will 
consider first the authors of the papers in the corpus, then the journals in which 
the papers were published, and finally the content of the papers.12

2.2. Bibliometric Analysis: Authors

Analyzing the way in which papers within our corpus are connected to their 
authors (e.g., co-authorship networks) and the characteristics of the authors as 
found within the corpus (e.g., patterns of authorship) can help us get a window 
into the sociological structure of the field. “Unusual” authors – for instance, those 
with a high number of papers, those who engage in a high level of co-authorship, 
or those who form “bridges” between otherwise isolated groups – could be 
particularly good targets for later, in-depth analysis.

Figure 2. Distribution of author productivity (document full count) in the corpus.

The corpus contains a total of 4,547 authors, most of them having only one 
publication in the field. Hence, the production distribution is highly skewed, 
showing that some authors are highly productive compared to others (Figure 2). 
This is more or less the expected shape of this curve in academic publishing, 

12 See Donthu et al. (2021) and Sugimoto & Larivière (2017) for primers on bibliometric analysis.



where a small number of highly prolific authors are observed, with the majority of 
authors publishing only a small number of papers.13

Figure 3. Top 10 authors by full count and fractional count for document 
production and citation in the corpus, by year of publication (Figure 3a: 
documents authored, full count; Figure 3b: documents authored, fractional count; 
Figure 3c: citations, full count; Figure 3d: citations, fractional count).

The “one-off” contributors are, nonetheless, an important force in the field, 
accounting for 75.7% of the articles in our corpus (and this ratio increases 
rapidly, with authors with 2 papers or less accounting for 90.6%; 3 papers or less: 
94.4%; 4 papers or less: 96.1%; 5 papers or less: 97.2%). If we shift our focus to 
prolific authors in the field, i.e., the top ten, all have at least 21 documents in the 
corpus, and their production alone accounts for 3.99% of our documents. The top 
three most prolific authors, as we can see in Figure 3a, are Alex Mesoudi (41), 
Joseph Henrich (37), and Simon Kirby (27).

This picture doesn’t, however, account for co-authored papers. In generating the 
above data, we considered a co-authored paper exactly the same as a single-
authored paper – i.e., if an author’s name is on an article, they received a “full 

13 In their 2018 analysis, Youngblood and Lahti calculated the Lotka’s law coefficient to estimate 
the skewedness of the production distribution in cultural evolution. They found that it was 
significantly less skewed than predicted, hence that the field has fewer highly productive authors 
than it would if it was following an inverse square function (Youngblood and Lahti 2018, pp. 4–5). 
The form of this curve is subject to some debate (Delabays and Tyloo 2022).



count” for the publication. Let’s look instead at the ranking if the contributions are 
divided by the number of authors, that is, if one receives 1 unit for a single-
authored paper, ½ unit for a two-authored paper, etc. (Figure 3b).

A first thing to note is that both Alex Mesoudi and Joseph Henrich stay in the top 
three most important contributors in the field, regardless of the counting method 
(first place in both for Mesoudi, and first and third, respectively, for Henrich). A 
second notable feature is that changing the counting method radically boosts the 
contributions of Cecilia Heyes (who becomes second place with fractional 
counting). That difference is due to the fact that she mainly has single-authored 
contributions, but was overshadowed by authors with more collaboration in the 
full-count ranking. Table 2 compares the results of the full-count and fractional-
count rankings for authors in the top ten of each ranking. As we can see, some 
authors rank highly in both (indicating their status as generally prolific in cultural 
evolution), while others show a high rate of collaborative publication or a high 
rate of single-authored publication.

   

Author Name
Rank (full 

count)
Rank (fractional 

count)
Difference

Mesoudi, A. 1 1 0

Henrich, J. 2 3 1

Kirby, S. 3 11 -8

Smith, K. 4 7 -3

Whiten, A. 5 4 1

Richerson, P. 6 8 -2

Boyd, R. 7 10 -3

Feldman, M. 8 16 -8

Lycett, S. 9 5 4

Creanza, N. 10 17 -7

Mace, R. 12 9 3

Gabora, L. 17 6 11

Heyes, C. 20 2 18



Table 2. Ranking of the top 10 authors by full and fractional document production 
count.

Decision Point: Choosing the right counting method is a subject of 
study in itself. Multiple considerations are at play. For example, full 
count implies that the cumulative proportion will be greater than 
100%, since the same document will be counted multiple times 
(which could make later analysis problematic). Also, some social 
dynamics render full-count useless. If one intends to analyze 
papers in particle physics, which run into the thousands of authors 
(e.g., Aad et al. 2015, with 5,154 authors), then the use of full count 
makes such papers entirely dominate later analyses (Leydesdorff & 
Park 2017; Perianes-Rodriguez et al. 2016).

The dynamics of co-authorship and collaboration in the field can also be studied. 
Most of the corpus is composed of single-authored papers, closely followed by 
documents with more than 2 authors (one author: 41.33%, two authors: 23.35%, 
>2 authors: 35.31%; mean: 2.61, 1st quartile: 1, median: 2, 3rd quartile: 3, 
maximum: 53). Coauthorship appears to be a recent dynamic in the field. Indeed, 
in the last 30 years, a switch has occurred, from mostly single-authored 
documents (around 50% at the start of the 1990s) to mostly multi-authored 
papers (around 50% by a decade later; see figure 4). By 2020, half the 
production consists of documents with more than 4 authors, indicating that the 
size of teams has also greatly increased with time.14

14 Exploring the social network of those collaborations in greater detail (who works with whom, 
where can stable research communities be found, what determines their construction, etc.) or the 
functional role of various contributors (data providers, analysts, etc.) are further excellent targets 
of study that fall outside the scope of the current chapter. For an example of community 
reconstruction using co-authorship networks in cultural evolution, see Youngblood & Lahti (2018). 
For an example of role analysis (using the contributor roles taxonomy (CRediT) scheme standard 
applied in PLOS ONE), see Ding et al. (2021).

https://www.zotero.org/google-docs/?c4Zs0c
https://www.zotero.org/google-docs/?c4Zs0c
https://www.zotero.org/google-docs/?c4Zs0c
https://www.zotero.org/google-docs/?c4Zs0c


Figure 4. Proportion of papers with a given number of authors in the corpus, 
plotted over time.

Having explored the relationship between authors and their production, let’s now 
explore how those contributions are recognized in the field – that is, the number 
of citations that authors receive. Return to Figure 3c, where we plot full-count 
citations. Three profiles emerge: (a) authors with a small, but highly recognized 
set of contributions; (b) authors with steady recognition, and (c) authors 
combining both (a) and (b), i.e., steady recognition with some exceptionally 
recognized contributions. 

To take just one example from category (a), consider Urs Fischbacher and Ernst 
Fehr. They have an extremely highly localized citation profile, centered around 
two articles published in 2002 and 2003 (Fehr et al. 2002; Fehr and Fischbacher 
2003, with 566 and 1,637 citations, respectively). These documents are the 
fourth- and first-most cited documents in the corpus, and their authors have no 
other documents with citations.

In category (b), we find authors like Simon Kirby and Kenny Smith. Both have a 
significant cumulative full citation count, but no individual papers with an 
extremely high number of citations. In fact, the two have relatively similar citation 



profiles, as their collaborative articles written together (fourteen of the twenty-five 
documents for each author) are their most highly cited works.15

  
In category (c), we find authors that are highly recognized both for particular 
articles, but also in general. Joseph Henrich, for instance, is by far the most cited 
author in the corpus, having been an author on 37 documents with an average of 
125.3 citations each; Richard Boyd and Peter J. Richerson follow, with 22 
documents (average of 150.6 citations) and 24 documents (average of 116.6 
citations), respectively.16 Henrich, notably, is distinguished not only by the 
recognition of his particular contributions, but also by their overall number.
  

Author name
Rank (full 

count)
Rank (fractional 

count)
Change

Henrich, J. 1 1 0

Boyd, R. 2 2 0

Richerson, P. 3 5 -2

Fehr, E. 4 3 1

Fischbacher, U. 5 4 1

Fiske, S. 6 13 -7

Giraldeau, L. 7 18 -11

Kirby, S. 8 11 -3

Smith, K. 9 9 0

Gintis, H. 10 12 -2

Whiten, A. 15 10 5

Mesoudi, A. 16 6 10

Shennan, S. 18 7 11

15 Kirby has an average of 40.5±73.2 citations, and Smith 40.5±72.5 citations; both have the 
same set of highest-cited documents, with 341, 165, 98, 95, and 84 citations.
16 Henrich: 125.3±160.9 citations, highest-cited documents with 556, 513, 477, 453, and 379 
citations; Boyd: 150.6±212.9 citations, highest-cited documents with 855, 513, 379, 329, and 329 
citations; Richerson: 116.6±204.3 citations, highest-cited documents with 855, 513, 329, 329, and 
152 citations.



Heyes, C. 46 8 38

Table 3. Change in ranking for top-10 authors by full and fractional citation count.

Of course, the same choice between full counting and fractional counting 
presents itself for citations as it did for document authorship. The picture in this 
case mostly changes in the second half of the top-ten list (Table 3, Figure 3d). 
Most of the most-recognized authors in the top ten by full-count are also in the 
top ten using fractional counting. But once again, some authors seem to receive 
more recognition for their more collaborative papers, while others have more 
impactful individual contributions. A major difference is also again observed with 
Cecilia Heyes, who gains 38 places when using fractional counts for citations.

There are also occasional differences between authors who are simply prolific 
and those who are highly cited. At one extreme, we find Alex Mesoudi, who is the 
most productive author in the corpus, but only in sixth place by fractional 
counting. At the other, as already discussed, we have Fehr and Fischbacher, 
who with only two articles manage to crack both top-ten lists for citations. In part, 
these differences can be explained by analyses at another level of analysis – the 
visibility of the journals in which the articles were published, to which we now 
turn.

2.3. Bibliometric Analysis: Journals

Journals are essential tools for research diffusion and community building, are 
important distributors of symbolic capital, and have long been an object of 
analysis in HPS. In this section, we will explore what additional information can 
be gained by exploring these institutional actors, and how it complements the 
analysis of documents and their authors.



Figure 5. The number of journals with articles in the corpus each year.

In our corpus, there are 808 different journals. As we might expect, their change 
over time parallels that of the number of documents, steadily increasing, with an 
acceleration around 1990, and around 100 different journals per year in the last 
five years (Figure 5). While no journals are massively over-represented in the 
corpus, the documents are somewhat concentrated in certain journals – around a 
quarter of the documents come from the top ten journals.

Journal Number of 
Documents (% 
of Total); Rank

Number of 
Citations (% 
of Total); 
Rank

Subject areas

Philosophical Transactions of 
the Royal Society B-Biological 
Sciences

114 (4.1%); #1 4,151 
(8.2%); #2

Biology

Behavioral and Brain 
Sciences

94 (3.4%); #2 859 (1,70%); 
#11

Psychology, Biological; Behavioral 
Sciences; Neurosciences



Proceedings of the National 
Academy of Sciences of the 
United States of America

91 (3.3%); #3 4,313 
(8.5%); #1

Multidisciplinary Sciences

Proceedings of the Royal 
Society B-Biological Sciences

67 (2.4%); #4 2,375 
(4.7%); #4

Biology; Ecology; Evolutionary 
Biology

Evolution and Human 
Behavior

60 (2.2%); #5 1,915 
(3.8%); #5

Psychology, Biological; Behavioral 
Sciences; Social Sciences, 
Biomedical

PLOS ONE 58 (2.1%); #6 859 (1.7%); 
#12

Multidisciplinary Sciences

Quaternary International 43 (1.6%); #7 565 (1.1%); 
#16

Geography, Physical; Geosciences, 
Multidisciplinary

Biology & Philosophy 42 (1.5%); #8 327 (0.6%); 
#29

History & Philosophy of Science

Frontiers in Psychology 39 (1.4%); #9 174 (0.3%); 
#57

Psychology, Multidisciplinary

Zygon 36 (1.3%); #10 124 (0.2%); 
#74

Social Issues; Religion

Journal of Theoretical Biology 32 (1.2%); #11 931 (1.8%), 
#10

Biology; Mathematical & 
Computational Biology

Human Nature 31 (1.1%); #13 953 (1.9%), 
#9

Anthropology; Social Sciences, 
Biomedical

American Antiquity 19 (0.6%); #20 1,303 
(2.6%), #7

Anthropology; Archaeology

Annual Review of Psychology 17 (0.6%); #26 1,170 
(2.3%), #8

Psychology; Psychology, 
Multidisciplinary

Science 13 (0.4%); #35 1,575 
(3.1%), #6

Multidisciplinary Sciences

Nature 12 (0.4%); #45 3,107 
(6.1%), #3

Multidisciplinary Sciences



Table 4. Journals in the top ten of the corpus by either number of documents or 
number of citations, sorted by number of documents.

If we explore the top ten journals in terms of number of documents in the corpus 
(Table 4, first ten rows), we find, unsurprisingly, mostly journals linked to biology, 
psychology, or multidisciplinary sciences. Two notable exceptions are Biology & 
Philosophy and Zygon, the former a journal in philosophy of science, the latter 
concerning questions of science and religion. These, too, are not particularly 
surprising, as philosophical discussion of cultural evolution is extensive, and the 
topic of religion is a particularly important one for the study of cultural evolution, 
as we will see in the next section.

Figure 6. Top 10 journals by document production and citation over the span of 
the corpus (Figure 6a: number of documents; Figure 6b: number of citations).

If we analyze their production over time (Figure 6a), we observe that most of the 
top journals in the corpus became important in the 1990s, when the field 
increased in size. A notable exception, however, is Zygon, which has 



contributions from the very first years of the corpus in the 1980s, and still 
publishes articles in the field today. Also, some important journals in the corpus 
have simply been created more recently, such as PLOS ONE and Frontiers in 
Psychology (founded respectively in 2006 and 2010). For others, we can date 
fairly precisely the point at which cultural evolution became a topic of interest. 
Quaternary International, for example, was founded in 1989, but did not see a 
contribution in our corpus until 2010.

The pattern of publication over time is also variable, and could provide an 
interesting subject for analysis. For instance, PLOS ONE published a number of 
documents in our corpus from 2012 to 2015, but has seen fewer cultural 
evolution papers in the years since. PNAS follows a similar profile, with two 
spikes from 2009–11 and 2018–19.

If we turn to a ranking of journals via their citation count (Table 4, column 3 and 
Figure 6b), a different picture emerges. Here, the top ten journals receive 43.1% 
of the citations, almost double their share by document count. Further, we see 
that multidisciplinary journals like Nature and Science, while they did not publish 
enough articles to appear in the document-count rankings, published very highly 
cited papers and radically climbed in the citation rankings. Further, and perhaps 
more interestingly, journals that focus on social sciences and archaeology 
contain a number of highly cited articles. This difference between disciplinary 
output and disciplinary impact seems particularly ripe for further, close-reading 
analysis.

More broadly, citation behavior as visualized in Figure 6b seems to be much 
more a question of isolated peaks than document counts. Individual, highly cited 
articles appear to largely dominate overall citation behavior. Journals that lack 
such high-impact articles (for instance, more specialized journals in psychology 
or philosophy) do not appear in the citation rankings. Only a few biological 
journals appear equally important by both metrics.

The high presence in the citation indexes of journals like Science, Nature, and 
PNAS naturally leads one to consider questions of perhaps the most infamous 
quantitative measure of journals: the Journal Impact Factor (JIF). Impact factor 
measures the average number of citations that an article in a given journal would 
be expected to receive over the two previous years.17 

17 JIF values for the journals here were collected manually via the Clarivate Journal Citation 
Report, through institutional access (https://jcr.clarivate.com). A more rigorous approach would 
have used the full citation dataset from Web of Science and computed the impact factor for each 
journal at each year. The data here suffice for exploratory purposes.

https://jcr.clarivate.com/


Decision Point: The utility of the impact factor as a metric is a 
matter of intense debate in the academic and scientometric 
community (Wouters 1998; Lozano et al. 2012). To be sure, using 
impact factor as a proxy for the quality of any and every paper 
published in a journal (or, worse, of the quality of those papers’ 
authors) is foolhardy. But impact factor does seem to reflect 
something about the reality of the way that practicing scientists cite 
papers, and it is in this spirit that we consider it here.18

Without the use of complex analyses of citation behavior or highly refined metrics 
for measuring citations, impact factors can still give us some information about 
the dynamics of the field. For example, if we consider the number of articles 
published about cultural evolution in a given journal, as well as the citations that 
those articles have received, and we independently compare this with the impact 
factor, then we can attempt to distinguish papers’ being important by virtue of 
their publication venue from their importance to cultural evolution in particular.

18 See Gingras (2016) for a critical analysis of misuse of JIF in research evaluation, Siler & 
Larivière (2022) for the examination of JIF-inflating tactics through self-citation, and Gorraiz et al. 
(2022) for alternative metrics to evaluate journal quality.



Figure 7. Document and citation counts of the journals in Table 4 compared with 
their Journal Impact Factor as of 2023.

The results can be found in Figure 7. Two journals, in particular, seem to be of 
outsized relative importance for cultural evolution: PNAS and Philosophical 
Transactions B. They can be compared, for instance, with Behavioral and Brain 
Sciences: this journal has a high number of documents and a moderate JIF, but 
a lower citation count for cultural evolution, indicating that it is a traditional, major 
publishing platform, but less important to cultural evolution studies than one 
would expect given its overall stature.

2.4. Semantic Analysis: Topic Modeling

If we would like to analyze the content of these articles, there are a number of 
ways in which we might do so. Perhaps the most common is known as topic 
modeling, a family of methods that are designed to classify a collection of 
documents on the basis of which “topics” those documents are about.



Here, we analyzed the full text of the documents in our corpus using the current 
state-of-the-art topic modeling system, BERTopic (Grootendorst 2022). 
BERTopic, at its core, uses a technology known as sentence embeddings in 
order to convert texts into objects suitable for machine analysis. We begin with 
what is known as an embedding model – in our case, the all-mpnet-base-v2 
model (a common choice for efficient analyses of short pieces of text with 
reasonable quality). This model was constructed first by training a 110-million 
parameter neural network against some 160GB of text, which gives the model a 
basic understanding of the relationships between words in language (Song et al. 
2020). That model was then refined for the understanding of individual 
sentences. 1.1 billion pairs of sentences were taken from a variety of sources, 
and the model was trained, given one member of the pair, to predict the other. To 
do so – and here is the crucial point for topic modelling – the embedding model 
converts every sentence into a vector in a 768-dimensional vector space. 
Sentences that are closer together (measured, e.g., by cosine distance) in that 
high-dimensional space are semantically similar.

Decision Point: There are a variety of embedding models that can 
be chosen, which often trade off accuracy against speed. Some 
have even been pre-trained for scientific text in addition to general 
language use. Model selection is a difficult process which can often 
be hard to benchmark, and further criteria important to selecting 
models can be found in Section S.2.1 of the Supplementary 
Material.19

Once we have represented each document in our corpus by such a 768-
dimensional vector,20 the remaining steps concern representation and 
visualization. First, a dimensionality-reduction algorithm is applied, so that 
clustering can be performed more quickly in fewer dimensions. Once clusters are 
created, we return to the documents, looking for which words are more likely to 
appear in documents inside a cluster versus documents outside a cluster – these 
words, then, tell us what the cluster is “about.” Finally, we would like to have a 
short, memorable label for each topic. To generate this, we took this list of most 
probable words for each topic, along with a selection of documents from each 
topic, and sent both to OpenAI’s GPT-4, with a prompt designed to generate a 
label for the topic. Finally, these clusters and labels were visualized in 2D (here, 

19 See Benz et al. (2024), Egger & Yu (2022) and Lamirel et al. (2024) for examples of model 
comparison.
20 Or, in our case, given the embedding model that we chose, the abstracts of each document; 
see Supplementary Material S.2.1 for more detail about embedding model input windows, which 
govern how much text from a document the model can “read.”



with the Python package datamapplot). The results can be found in Figure 8 

(and further discussion of these steps can be found in Supplementary Material 
Sections S.2.2–4).

Decision Point: It is at this point that one should turn toward the 
fine-tuning of the resulting model and visualization. While we will 
not discuss this process here (we consider it briefly in the 
Supplementary Material, as the details are quite technical and best 
practices change quickly), there are a host of choices – in particular 
here, concerning the number of topics that will be generated by the 
model and their size – that should be explored, evaluated, and 
justified by comparing with one’s background knowledge about the 
domain being studied, as well as by close-reading documents 
within the corpus.

Decision Point: Visualization is a fast-moving and complex field, 
and there are as many ways to visualize these results as there are 
scholars in the digital humanities. These choices will have genuine 
consequences: for instance, the clustering method that we use here 
allows some documents to be outside any cluster and hence to not 
belong to any topic at all; other methods force all documents into a 
topic.



Figure 8. A visualization of the analysis of our corpus into 31 different topics.

These topics echo the radical diversity in cultural evolution studies. A few 
“islands” find themselves radically separated from the main body of the work – 
work on optimality or optimization, on shamanism, on the evolution of music, 
religion, or language, and on the evolution of birdsong are good examples. Then 
there is the central core, grouped around the largest topic – topic 1 on Darwinian 
cultural evolution theory. This shades off toward studies of learning and 



transmission near the bottom of the central mass, and toward a somewhat 
separated group on archaeological studies at the top left.

It should be noted that Figure 8 is a two-dimensional reduction of a high-
dimensional space, and thus the spatial separation that appears in this figure and 
others like it is to be taken with a grain of salt. Far-distant clusters, like 
shamanism or birdsong, are likely to remain such, but the precise relationships 
shown here could be hiding connections between topics in higher dimensions 
that are not visible in this representation. In addition, not every document in the 
corpus is assigned to a topic; some remain in a “residual” topic that is not 
interpreted (gray points in Figure 8). We took this to be the most suitable 
methodological choice here, as the diversity of the cultural evolution literature 
seems to demand respect for the “fuzzy” boundaries between the sub-fields that 
our analysis reveals.

An alternative way to visualize these relationships, which preserves in more 
detail the relationships between topics, is to display them as a hierarchy, which 
we see in Figure 9. The distances on the x-axis are arbitrary, but are proportional 
to the “distance” at which topics merge into one another.

Figure 9. A hierarchical representation of the topics depicted in Figure 8. The 
branching points indicate those topics which merge into one another in coarser-
grained topic models, and the x-axis indicates a rough measure of distance or 



similarity between topics. The number of documents assigned to each topic is 
indicated in parentheses following the (abbreviated) topic label.

In the interactive version of this figure, you can hover the mouse over the 
branching points in the tree to get summarized names for the “merged” topics 
that come into existence. We see here that the subject separates largely into 
three clusters. One, at the top, encompasses archaeological study of culture. 
Another, at the bottom, covers what the model describes as “social and 
transmission studies” – which also encompasses study of cultural evolution in 
birds and hominins, as well as topics on transmission, learning, and optimization. 
Finally, the largest cluster splits into two groups, one more focused on religion 
and one somewhat more focused on language, but both unified by a more 
theoretically grounded approach connecting their subjects to underlying 
Darwinian fundamentals.

Decision Point: While we lack the space to pursue such an 
analysis here, topic models can either be generated for the entire 
corpus, or for the corpus segmented over time, to give an idea of 
the evolution of the corpus’s themes over time (see Malaterre et al. 
(2019, 2020) and Malaterre & Lareau (2025) for examples).

Another way to try to extract more information from the topic modelling data is to 
correlate these results with other metadata that we have on our corpus. We 
could, for instance, study the topics about which authors have written, or the 
topics that feature in different journals. Here, we will focus on which topics have 
received citations. Figure 10 shows the citation distribution for each topic.21

21 Highly cited documents have been removed to make the general distribution more visible 
(topics present in these documents could be analyzed separately). As we are presenting these 
data in an exploratory fashion without a clear research question, there is an almost infinite 
number of ways in which to partition our results. Without caution, this could lead to “p-hacking”; 
see Head et al. (2015) for discussion in the sciences and Pence (2022) for potential problems in 
HPS.

https://www.zotero.org/google-docs/?o1tiQa
https://www.zotero.org/google-docs/?o1tiQa
https://www.zotero.org/google-docs/?o1tiQa
https://www.zotero.org/google-docs/?o1tiQa
https://www.zotero.org/google-docs/?o1tiQa


Figure 10. Distribution of citations (quartiles) received for documents in each 
topic (name with total citation count) of the corpus (outliers removed, red line: 
mean).

  
A first thing to notice is the sharp contrast between the average and total citation 
counts for some topics. A good example of this is the second most cited topic, 
“Cultural Evolution and Group Traits” (#5). Most of the documents discussing the 
topic are not highly cited, but some receive so many citations that the mean is far 
from the general distribution (median: 1.5, 3rd quartile: 15.25, maximum: 1637, 
mean: 59.4). Hence the topic’s importance is mostly driven by a small number of 
documents (the top five contribute 85.4% of citations; the top document, Fehr 
and Fischbacher 2003, representing 38.3%).

Second, we sometimes see the inverse pattern. Consider “Cultural Learning and 
Imitation” (#15). Here, the top five papers represent only 45.7% of citations, and 
the median number of citations here is 31, around twenty times higher than the 
topic we considered just above (1st quartile: 18.5, median: 31, 3rd quartile: 42, 
maximum: 118, mean: 36.1).

Those observations go to show that determining the “relevant” information here is 
highly research question dependent. For example, topic 5 seems more relevant 
to a research project trying to identify which topics in cultural evolution see more 
visibility “in general” (more specifically through the Fehr and Fischbacher paper 
published in the high-visibility journal Nature). On the other hand, for an 
examination of which topic is more generally discussed within the field, topic 15 
appears much more relevant to explore.



3. Conclusion

So much for our example. We hope that the reader now has a better idea of the 
kinds of things that can be explored using digital tools: a wide variety of 
relationships between authors, journals, and the content of documents, at a scale 
and in a generality that would be challenging for readers using traditional 
techniques of close reading – an enterprise that can plausibly be read as the first 
steps in the direction of what one of us has recently referred to as “conceptual 
cartography” (Pence 2025). To be sure, there are many ways to approach 
scientific concepts, and the example that we’ve sketched here is by no means 
meant to offer the only potential analysis of or the last word on the structure of 
cultural evolution studies. (Indeed, as we noted, this analysis entirely lacks the 
fine-tuning that would be required to defend strong conclusions about that 
literature.) But we hope that its potential advantages, as well as its possible 
application in a variety of scientific fields, are nonetheless evident.

To conclude, we want to unpack one further and relatively obvious set of 
questions that readers might be asking themselves. When is a project particularly 
suitable for these kinds of tools? How can I know that my area of research will 
offer fruitful and interesting results? Answers to these questions are of course 
elusive and depend on tacit knowledge and experience with the tools, but we can 
offer a few potential pieces of insight.

The first and most significant indicator concerns the amount and type of text that 
would be available to answer your questions. One obvious incompatibility would 
be a project for which there simply is no text available, or for which the collection, 
scanning, and curation of the text would require significant funding. For example, 
if you were interested in studying the long-term change in the presentation of 
science in textbooks, you might well find that there simply does not exist a 
digitized library of science textbooks spanning the course of the twentieth 
century, and such an effort would necessitate a grant for the digitization and 
cleanup of your source material prior to starting any kind of analysis.22

Alternatively, you might find that there is too much text available. This might 
seem like a contradiction in terms, but we assure you that it’s not. Imagine that 
you were interested in studying the use of the term “model” across the entirety of 
scientific practice from, say, 1700 to 2000. Here, you certainly could obtain a 
large amount of text: for instance, imagine that you had access to the Journal 

22 To be clear, we don’t know whether such a digital collection exists or not! We’re speculating 
here for the sake of the example.



des sçavans, the Proceedings and Transactions of the Royal Society, and a few 
heavy hitters like Science and Nature. These journals have coverage of the 
relevant time period, and are considered to be central to fields across the natural 
sciences.

But here the problem is that there is simply too much text to be certain that solid 
inferences can be drawn from it. Quantitative analyses can certainly be 
performed, but it is unlikely that any researcher, or even any relatively large 
group of researchers, would have the experience necessary to perform close-
reading analyses and really understand texts in contexts as disparate as, say, 
early eighteenth-century physical science, late nineteenth-century medicine, and 
mid-twentieth-century biology. If a project lacks the ability to be effectively 
compared against some expert “ground truth,” the conclusions that we draw from 
it will be shaky at best.

Another, related problem arises in the context of extremely broad analyses like 
the hypothetical that we just considered. In addition to the impossibility of expert 
knowledge about texts for an analysis that broad, we also know that the 
meanings of concepts will shift in perhaps unpredictable ways. Conclusions 
about the behavior of “model” over the long term, then – even if its shifting 
meaning was the target of analysis – would have to contend with changes in 
meaning of the other terms that come with it, requiring extremely cautious 
historical analysis. And this also assumes that publication formats have remained 
relatively constant in meaning and use – while we know, for instance, that what it 
means to publish a journal article in 1890, in 1930, and in 2010 couldn’t be more 
different (Baldwin 2015; Csiszar 2018).

Finally, we have the impact of all of the “Decision Points” that we have 
emphasized throughout this chapter. As we hope these have made abundantly 
clear, the use of digital analyses in the history and philosophy of science is by no 
means a simple application of technology to let us “read off” objective answers 
from the scientific literature. Far from it. The subjective choices that must be 
made throughout the pursuit of such an analysis require at least some degree of 
familiarity with the tools that we use, to make the right choices and to justify them 
to our fellow scholars.

But as tools for performing these analyses become more widely available and 
easier to use, as more text becomes digitized, and as more scholars become 
familiar with the kinds of advances that digital analyses can enable, we believe 
that all of these worries are – at least for a number of extremely interesting 
questions in HPS – entirely solvable problems. While digital tools are by no 



means a panacea, they are certainly a tool that merits a place in the toolbox of 
an increasing number of scholars of integrated HPS.
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Supplementary Material

S.1. Corpus Comparison with Youngblood and Lahti (2018)

Our corpus is not an exact replicate of that of Youngblood and Lahti (2018). While they 
collected their data through Clarivate’s Web of Science (WoS) web portal, we used the 
database maintained by the Observatoire des sciences et des technologies (OST) hosted at 
the Université du Québec à Montréal. This database contains a “clone” of WoS (acquired 
through a private agreement with Clarivate), enriched with other datasets (Pubmed, Pubmed 
Central, PLOS ONE, etc.).

While, in theory, the results should be highly similar, in practice, this is not the case. This 
can be explained in several ways. Some extra cleaning steps are applied automatically to 
OST’s database (e.g., removal of duplicates, author name disambiguation, etc.). Some 
differences are expected due to this cleaning. Also, the OST dataset is updated with WoS 
data once a year. Therefore, some differences are present in “real time” due to the 
frequency of this synchronization.

The best way to manage this difficulty is to simply compare what was collected by 
Youngblood and Lahti (accessible through dataverse, collected on July 10, 2018, which we 
will call Y&L 2018 below)1 and the corpus used here (collected on September 4, 2024, which 
we will call OST 2024 below). We can see the following characteristics (Table S.1).

OST 2024 Y&L 2018

Query results 2817 2091

Documents with IDs2 2816 2084

Documents with DOIs 2528 1728

Documents with unique DOIs3 2418 1728

Documents with full-text data available 1606 N/A

Table S.1. Document comparison between Y&L 2018 and OST 2024.

The overlap between the two datasets is 1295 documents, with the OST 2024 dataset 
containing 74.94% of the Y&L 2018 corpus, while the Y&L 2018 corpus contains 53.56% of the 
OST 2024 dataset (Figure S.1). After correcting for the year of publication (as only articles 

1 https://dataverse.harvard.edu/dataset.xhtml?persistentId=doi:10.7910/DVN/LBIDEL 
2 Entries with a DOI, an ISSN or an ISBN.
3 The OST contains some entries for different types of documents which are simply different versions of the 

same product (e.g., a conference presentation which is later published as a journal article). Hence, some 
DOIs are shared by multiple entries in the database.

https://dataverse.harvard.edu/dataset.xhtml?persistentId=doi:10.7910/DVN/LBIDEL
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published up to 2017 are present in Y&L 2018), Y&L 2018 contains 87.38% of the OST 2024 
dataset (Figure S.2).

Figure S.1. Intersection between the documents in the OST 2024 dataset and those in the Y&L 
2018 dataset.
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Figure S.2. Intersection between documents (up to 2017) in the OST 2024 dataset and the Y&L 
2018 dataset.

The partial overlap between the two datasets is difficult to explain, as time-stamped 
snapshots of the WoS data are not available for comparison. Documents present in OST 
2024 but missing in Y&L 2018 might be explained by WoS having later indexed additional 
documents that were published prior to 2017. Hence, documents satisfying the query criteria 
could have been added after Y&L 2018 was prepared.

In the other direction, documents present in Y&L 2018 but missing in OST 2024 need to be 
inspected manually. An examination of these 433 documents shows that 417 of them are still 
present in WoS when searched via their web portal. Their absence in OST 2024 might be 
related to removal of documents or editing of metadata in OST, and/or the correction of 
potential errors from 2018.

We can also explore, for those 417 documents, the other characteristics that we analyzed in 
the main text: their authors, the journals in which they were published, and their citation 
counts. In these documents, 244 journals are present, of which 170 are not present in OST 
2024. The top ten journals, by document count, are presented in Table S.2. An analysis of 
their citation counts by journal is presented in Table S.3. Author document counts are 
presented in Table S.4 (full count) and Table S.5 (fractional count). Citation counts by author 
are reported in Table S.6 (full count) and Table S.7 (fractional count).
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Journal name Document count Present in OST 2024?

ANIMAL BEHAVIOUR 11 Yes

JOURNAL OF COGNITION AND 
CULTURE

10 Yes

QUATERNARY INTERNATIONAL 9 Yes

PLOS ONE 9 Yes

CURRENT ANTHROPOLOGY 9 Yes

EVOLUTION OF LANGUAGE, 
PROCEEDINGS

8 Yes

CONDOR 7 Yes

COGNITION 6 Yes

TRENDS IN COGNITIVE 
SCIENCES

6 Yes

PHILOSOPHICAL 
TRANSACTIONS OF THE ROYAL 
SOCIETY B-BIOLOGICAL 
SCIENCES

6 Yes

Table S.2. Journals represented in the 417 documents missing from OST 2024 but present in 
Y&L 2018 (by document count).

Journal name Citation count Present in OST 2024?

SCIENCE 1010 Yes

TRENDS IN COGNITIVE 
SCIENCES

774 Yes

PHILOSOPHICAL 
TRANSACTIONS OF THE ROYAL 
SOCIETY B-BIOLOGICAL 
SCIENCES

681 Yes

TRENDS IN ECOLOGY & 
EVOLUTION

589 Yes

ANIMAL BEHAVIOUR 542 Yes

PROCEEDINGS OF THE 
NATIONAL ACADEMY OF 
SCIENCES OF THE UNITED 
STATES OF AMERICA

461 Yes
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NATURE REVIEWS GENETICS 455 Yes

AMERICAN ANTIQUITY 417 Yes

CURRENT ANTHROPOLOGY 405 Yes

COGNITION 387 Yes

Table S.3. Journals represented in the 417 documents missing from OST 2024 but present in 
Y&L 2018 (by citation count).

Name Document count (full) Present in OST 2024?

Baker, M. 8 Yes

Smith, K. 6 Yes

Kirby, S. 6 Yes

Gong, T. 6 Yes

Shuai, L. 6 Yes

O’Brien, M. 6 Yes

Feldman, M. 6 Yes

Fitch, W. 5 Yes

Dong, G. 4 Yes

Little, H. 4 No

Table S.4. Authors represented in the 417 documents missing from OST 2024 but present in 
Y&L 2018 (by document full count).

Name Document count (fractional) Present in OST 2024?

Fitch, W. 3.83333 Yes

Baker, M. 3.47619 Yes

Perlovsky, L. 3.0 Yes

Tamariz, M. 2.83333 Yes

Whiten, A. 2.5 Yes

Feldman, M. 2.43333 Yes

Gong, T. 2.33333 Yes
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Shuai, L. 2.33333 Yes

Domínguez, M. 2.33333 No

Smith, E. 2.25 Yes

Table S.5. Authors represented in the 417 documents missing from OST 2024 but present in 
Y&L 2018 (by document fractional count).

Name Citation count (full) Present in OST 2024?

Boyd, R. 1238 Yes

Feldman, M. 948 Yes

Eriksson, K. 803 Yes

Fogarty, L. 797 Yes

Rendell, L. 797 Yes

Laland, K. 797 Yes

Enquist, M. 788 Yes

Ghirlanda, S. 788 Yes

Cownden, D. 786 Yes

Lillicrap, T. 786 No

Table S.6. Authors represented in the 417 documents missing from OST 2024 but present in 
Y&L 2018 (by citation full count).

Name Citation count (fractional) Present in OST 2024?

Ford, J. 380.0 Yes

Fitch, W. 293.667 Yes

Leydesdorff, L. 253.0 Yes

Boyd, R. 236.433 Yes

Atkinson, Q. 224.0 Yes

Gintis, H. 213.0 Yes

Scott-Phillips, T. 191.0 Yes

Tehrani, J. 173.333 Yes
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Kirby, S. 167.5 Yes

Goodman, N. 165.5 No

Table S.7. Authors represented in the 417 documents missing from OST 2024 but present in 
Y&L 2018 (by citation fractional count).

These differences have multiple consequences. First, the comparability of Y&L 2018 and OST 
2024 is limited. Second, especially considering the citation count for some documents, and 
hence the resulting compilations for journals and authors, our analysis likely 
underestimates some dynamics. Third, the extent to which OST 2024 is representative of the 
WoS 2024 dataset contains some uncertainties that have to be evaluated and quantified.

While these consequences are interesting in themselves, the relevant question here is how 
these explorations impact the results presented here. To this question, we should again 
stress the main aim of the chapter: namely, to demonstrate how digital approaches can be 
used to explore questions in HPS. Hence, even if the dataset was artificial, the 
demonstration will still hold.

Here, the use of a real case study was intended, in part, to show some characteristic 
problems (e.g., limited access to textual data). Both of these datasets contain unique 
documents not present in the other. This implies – a point already discussed in the main 
text – that both are partial representations of the field of cultural evolution studies. This 
would be true for any corpus, since the “full production” of any field is never accessible 
(and in some cases, such as those with many non-English articles, non-STEM fields, etc., 
coverage can never be better than extremely partial).

An additional consideration here is the potential risk of trying to “correct” the situation by, 
for example, adding these 417 documents missing from OST 2024 by hand. These documents 
represent only what we might call the “visible” part of the dataset’s partial coverage, and its 
precise cause is unknown. A risk here is that the mismatch might be caused by some kind of 
systemic error. If so, that under-representation might be evenly distributed across the 
actual production of the field. In such a case, correcting this manually could well lead to 
over-representing certain other parts of the field (the parts visible in those 417 documents). 
The relevance of this risk and its potential impact are themselves subject to further 
analysis, but considering (1) the overall aim of our chapter, and (2) the difficulty of 
evaluating how including those documents might deform our image of the field studied, we 
chose to leave those documents out of the dataset.

S.2. How BERTopic Works

In this section, we will briefly present the standard steps in the BERTopic topic modeling 
system.4 BERTopic combines the advantages of embedding models (built from the same 

4 Excellent further documentation is available online at https://maartengr.github.io/BERTopic/index.html.

https://maartengr.github.io/BERTopic/index.html


8 / 18

technology that powers contemporary large language models like ChatGPT) with the 
advantages of comprehensibility and readability that previous kinds of topic modeling (such 
as LDA) possessed.5

S.2.1. Embeddings

The first step is the selection and use of an embedding model. Embedding models have one 
goal: to convert a piece of text into a vector in a very large, high-dimensional vector space, 
where “position” in this vector space should map onto the semantic features of the text. 
There are now a host of these embedding models available, with a variety of different 
features that should be taken into account. The first is overall performance. This is clearly 
difficult to gauge, as different models will excel at different tasks. But a general-purpose 
“leaderboard” is available on the central site which hosts such models, HuggingFace, which 
can be consulted to get an idea of the current top performers: 
https://huggingface.co/spaces/mteb/leaderboard.

Three technical variables pertaining to each model are also important. The first is the 
number of “parameters”: this is the size of the internal neural network that has been trained 
to classify the text. The model that we used for our test case here is relatively small, 
clocking in at 0.1 billion parameters. Larger models can range up to 8 or 9 billion 
parameters. The more parameters, the more robust of computer hardware will be required 
to run the models, and the more likely it is that a serious graphics card (GPU) will be 
needed to accelerate the calculations.

Second is the “input window” of the model. No model is capable of processing an infinite 
quantity of text. The model that we used will ignore any text after the first 384 tokens that 
are processed. Essentially, then, our topic model is built from the abstracts of documents, 
not on their full text. Larger models can process as many as 8,192 or even 16,384 tokens, 
which would make them capable of ingesting the entire document – for a corresponding 
increase in processing time and computing cost. For getting a quick handle on the subjects 
of a document for this chapter, we took it to be sufficient to analyze the abstracts and 
perhaps beginnings of the introductions of our documents. If analyzing the full document is 
deemed to be important to the research question at issue (as it is for our own future work), 
a different model would need to be used.

Third is the dimensionality of the vectors that result. In theory, higher-dimensional vector 
spaces retain more ability to distinguish between fine details of papers. But this, too, is a 
trade-off: later steps of the analysis process will need to reduce the dimensionality of this 
vector space (as clustering, for instance, is very expensive to perform in a very high-
dimensional vector space). The more dimensions need to be “reduced away,” the more 
subject the analysis might be to distortions introduced by dimensionality reduction. Let’s 
turn to that step now.

5 For an approachable introduction to LDA topic modeling, see Blei, David M. 2012. “Probabilistic Topic Models.” 
Communications of the ACM 55: 77–84. doi:10.1145/2133806.2133826.

https://huggingface.co/spaces/mteb/leaderboard
https://doi.org/10.1145/2133806.2133826
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S.2.2. Dimensionality Reduction

As noted just above, we now need to reduce the dimensionality of this space. Most 
clustering algorithms do not perform well in, for instance, the 768-dimensional space that 
results from the application of our embedding model. We thus begin by running an 
algorithm that reduces this dimensionality – often to somewhere in the neighborhood of 10
–30 dimensions. By default, BERTopic uses the UMAP algorithm to perform this 
dimensionality reduction, to 15 dimensions. This is a good all-around choice that has been 
shown to perform well in a number of different contexts; its performance can be tweaked by 
modifying the number of dimensions to which it reduces, as well as a clustering parameter 
that can have a later influence on the number of topics.

S.2.3. Clustering

The next step is to detect clusters within the (now lower-dimensional) space containing 
your documents – these clusters will go on to be the topics in your corpus. Here, there is 
quite a bit of variety in available clustering algorithms, and their performance and 
characteristics can vary quite significantly.

BERTopic’s default is an algorithm known as HDBSCAN, which has two important 
particularities. First, it does not predetermine the number of topics in advance, which can 
be useful if the user is uncertain how many clusters the corpus should contain. Instead, one 
sets the minimum size of a topic – by default, in BERTopic, this is 15, indicating that no 
topics containing fewer than 15 documents will be created. Increasing this number will 
obviously decrease the number of topics. The second particularity is that HDBSCAN is willing 
to leave some documents outside of any topic at all, indicating that they do not seem to 
cluster with any of the other content of the corpus. Whether or not this is desired behavior 
will depend radically on the research question: for some purposes, it might be better to 
force every document to belong to some topic or another.

Other algorithms include traditional k-Means clustering (which takes an explicit number of 
topics as an input parameter, and will assign every document in the corpus to a topic), and 
high quality recent results have been obtained using the Genie clustering model, which 
deploys the Gini coefficient to attempt to balance “inequality” between sizes of clusters.6

The parameters of the clustering algorithm are likely the place where the most significant 
fine-tuning will need to be performed. If the goal of the analysis is to carefully analyze the 
meaning of all the topics in the model, then a model with 100 topics will likely be too large 
to be useful. If, on the other hand, the goal is to see whether or not the signal of a minor 
theory or influence can be detected, one might intentionally run a much larger model and 
search within the topics produced for a topic corresponding to the subject of interest. The 
same holds for the question of whether to forcibly assign all documents to a topic.

6 https://genieclust.gagolewski.com/; thanks to Max Noichl for this recommendation.

https://genieclust.gagolewski.com/
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Fine-tuning should also involve testing for the robustness of the topic divisions that the 
model produces. A simple but surprisingly effective method to test for such robustness is to 
very slightly vary the parameters of the clustering model. If this slight variation causes a 
radically different collection of topics to be produced, then the results of the model are not 
particularly stable, and likely unreliable. What we would hope to see, in contrast, would be 
the merging or splitting of nearby topics: a large topic fragments into two, or a small topic is 
absorbed into its larger neighbor, without changing the overall topology of the “landscape.” 
These analyses are rendered more difficult, however, by the fact that any visualization of the 
resulting clusters is a two-dimensional reduction of clusters that were created in many 
more than two dimensions; clusters that appear “distant” in a visualization might therefore 
have been “close” to one another in this higher-dimensional space.

S.2.4. Topic Representations

Finally, one has to convert these clusters into representations of their topics, in order to see 
what each topic is actually “about.” BERTopic performs this first by looking for the “most 
important” words in each topic – using the classic TF-IDF measure to pick out words that are 
much more common within the topic as a whole than they are in the corpus at large. Just 
reading these words – as was the case for the top words selected in LDA topic modeling – 
can go a long way toward helping one understand what a topic is “about.” The same is true 
for the most representative documents for a topic – in the case of BERTopic, the documents 
that find themselves closest to the center of the cluster. Reading these in full can provide 
insight into the patterns that the algorithm has detected.

As we noted, we went one step further, passing these documents to OpenAI’s GPT-4. There is 
automated support to perform this function in BERTopic (assuming access to an OpenAI API 
key and available funds to perform the queries), which was performed with the following 
prompt:

I would like to classify topics from a topic model built from 
scientific journal articles.

Here are 500 words from four representative documents in the topic:
(list of documents)
The topic is described by the following keywords: (list of topic 
keywords)

Based on the information above, extract a short label that describes 
the topic, at most five words, in the following format:
topic: <topic label>

These labels were then used to annotate the topics in the visualizations presented in the 
chapter.

S.3. Topic Model Details
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The “representative words” for each topic (as selected by BERTopic’s KeyBERTInspired 
method) are presented in Table S.8, and citations to three representative documents for 
each topic are presented in Table S.9.

Topic Number Representative Words

0 linguistic, language, languages, grammar, cognitive, evolution, brain, 
structure, speech, cultural

1 evolutionary, evolution, darwinian, culture, cultural, genes, species, 
biological, theory, traits

2 archaeological, archaeology, archaeologists, anthropology, prehistoric, 
antiquity, cultural, evolutionary, evolution, evidence

3 prosociality, religion, religions, societies, psychology, cultural, prosocial, 
behavior, religious, beliefs

4 evolution, species, bird, birds, sparrows, dialects, syllables, syllable, dialect, 
acoustic

5 evolutionary, cooperation, evolution, culture, cultural, traits, trait, 
psychology, apes, grouplevel

6 ecology, ecological, evolutionary, sustainability, anthropogenic, ecosystem, 
environmental, evolution, societies, economics

7 fertility, evolutionary, reproductive, mating, marriage, demographic, 
evolution, cultural, birth, growth

8 evolution, behavior, behaviour, cultural, conformity, imitation, social, 
adaptive, human, learning

9 cultural, art, history, museum, literature, style, material, colonial, century, 
identity

10 paleolithic, neolithic, pleistocene, archaeological, archaeology, radiocarbon, 
holocene, ecological, assemblages, faunal

11 paleolithic, pleistocene, archaeological, archaeology, archaeol, assemblages, 
assemblage, african, africa, lithic

12 genetic, evolution, populations, generations, generation, cultural, culture, 
mutation, traits, trait

13 evolution, diseases, medicine, evolutionary, disease, medical, health, 
infection, sickness, infectious

14 culture, cultural, evolution, generation, studies, biases, experiments, human, 
experiment, experimental

15 chimpanzee, behaviors, evolution, culture, behavioral, imitation, cultural, 
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behavior, chimpanzees, behaviour

16 economics, hayek, economic, hayeks, rationality, darwinian, society, 
institutions, cultural, evolutionary

17 culture, cultural, psychology, psychological, evolutionary, evolution, 
attitudes, behavioural, development, theory

18 evolution, evolutionary, complexity, technological, cultural, history, 
innovation, culture, science, scientific

19 cultural, culture, evolution, popularity, traits, social, popular, breeds, 
population, patterns

20 music, musical, rhythm, cultural, cognition, perception, rhythmic, 
consciousness, evolutionary, evolution

21 evolutionary, evolution, genes, genetic, genetics, heredity, biological, 
organisms, dna, epigenetic

22 phylogenetic, phylogeny, phylogenies, evolutionary, ancestral, evolution, 
cultures, austronesian, cultural, societies

23 cognition, evolution, evolutionary, cognitive, psychology, culture, brain, 
cultural, genetic, developmental

24 neolithic, archaeological, archaeology, holocene, ancient, henan, qinghai, 
sichuan, xinjiang, zhou

25 algorithms, algorithm, optimization, evolutionary, swarm, evolution, genetic, 
optimal, cultural, computation

26 civilization, evolution, cosmic, evolutionary, galaxies, universe, science, 
history, planets, space

27 shamanism, shamans, shamanic, shaman, ritual, religion, psychology, 
evolution, societies, cultural

28 morality, ethics, evolutionary, evolution, ethical, morally, altruism, species, 
biological, philosophy

29 paleolithic, pleistocene, neanderthals, neanderthal, evolution, 
archaeological, cultural, tribes, populations, culture

30 polynesians, polynesian, austronesian, prehistory, anthropology, polynesia, 
hawaiian, archaeological, prehistoric, melanesian

Table S.8. Top ten representative words for each topic, as determined by BERTopic’s 
KeyBERTInspired representation model (which treats a set of representative documents as 
the “vector” describing a topic, and then compares the location of potential keywords with 
this vector to evaluate their quality).
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Topic Number Representative Documents

0 Christiansen, Morten H., Chater, Nick. 2008. “Language as shaped by the 
brain.” Behavioral and Brain Sciences. DOI: 10.1017/S0140525X08004998
Caldwell, Christine A. 2008. “Convergent cultural evolution may explain 
linguistic universals.” Behavioral and Brain Sciences. DOI: 
10.1017/S0140525X08005050

1 Portin, Petter. 2015. “A comparison of biological and cultural evolution.” 
Journal of Genetics. DOI: 10.1007/s12041-015-0482-4
Mesoudi, Alex. 2015. “Cultural Evolution: A Review of Theory, Findings and 
Controversies.” Evolutionary Biology. DOI: 10.1007/s11692-015-9320-0
Buskes, Chris. 2013. “Darwinism Extended: A Survey of How the Idea of 
Cultural Evolution Evolved.” Philosophia. DOI: 10.1007/s11406-013-9415-8

2 Siegel, Peter E. 2010. “Continuity and change in the evolution of religion and 
political organization on pre-Columbian Puerto Rico.” Journal of 
Anthropological Archaeology. DOI: 10.1016/j.jaa.2010.04.002
French, Jennifer C. 2015. “Demography and the Palaeolithic Archaeological 
Record.” Journal of Archaeological Method and Theory. DOI: 10.1007/s10816-
014-9237-4
Spencer, Charles S. 1997. “Evolutionary approaches in archaeology.” Journal of 
Archaeological Research. DOI: 10.1007/BF02229153

3 Banerjee, Konika. 2016. “The prosocial benefits of seeing purpose in life 
events: A case of cultural selection in action?.” Behavioral and Brain 
Sciences. DOI: 10.1017/S0140525X15000333

4 Nelson, Douglas A., Hallberg, Karen I., Soha, Jill A. 2004. “Cultural Evolution of 
Puget Sound White‐Crowned Sparrow Song Dialects.” Ethology. DOI: 
10.1111/j.1439-0310.2004.01025.x
Xing, X. Y., Alström, P., Yang, X. J., Lei, F. M. 2013. “Recent northward range 
expansion promotes song evolution in a passerine bird, the Light‐vented 
Bulbul.” Journal of Evolutionary Biology. DOI: 10.1111/jeb.12101
Graham, Brendan A, Heath, Daniel D, Walter, Ryan P, Mennill, Daniel J. 2018. 
“Immigrant song: males and females learn songs after dispersal in a tropical 
bird.” Behavioral Ecology. DOI: 10.1093/beheco/ary029

5 Smaldino, Paul E. 2014. “The cultural evolution of emergent group-level 
traits.” Behavioral and Brain Sciences. DOI: 10.1017/S0140525X13001544

6 Waring, Timothy M. 2010. “New evolutionary foundations: Theoretical 
requirements for a science of sustainability.” Ecological Economics. DOI: 
10.1016/j.ecolecon.2008.10.017
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